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1. INTRODUCTION

We consider the nonlinear equation posed on Vy,

(D) C(uh) =0, up € V.

Starting from an initial guess ug, we seek a better approximation w43 from the current

iterate uy for £ = 0,1, 2, .. .. For clarity, we omit the subscript h in the iteration.

Animportant case is £(v) = E’(v), where the equation is the Euler—Lagrange condition
of the optimization problem min, ¢y E(v).

1.1. Basic Iterative Methods. A generic iterative method contains three steps:

(1) form the residual 7, = —L(uy);

(2) compute an approximate correction ey = Bry;

(3) update up+1 = up + aeg.
The parameter « can be absorbed into B, but we keep it explicit when needed. The operator
B may be nonlinear; we first discuss the linear case.

For a linear problem Au = f, the ideal choice B = A~ follows from the fact that the

error e, = u — uy, satisfies Aey = r. For nonlinear equations this relation does not hold:

L(u—ug) # L(u) — L(ug) = rg.
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By the mean value theorem,
L(u) = L{ur) = L(§) (u— ug),
for some ¢ = tuy, + (1 — t)u, t € (0, 1). Hence the ideal residual equation is
2 J(€)ex =1,

where J(£) = £/(€) is the Jacobian at £. Thus the ideal operator is B = J(£) ™!, which is
not practical since £ is unknown.

Different iterative methods follow from different choices of B. Several examples are
listed in the following table.

Method Nonlinear Eqn Optimization

Gradient descent (GD)  up41 = up — a L(uy) Up+1 = up — o B’ (ug)
Preconditioned GD U1 = up — A7 L(ug) U1 = up — ATVE (ug)
Newton’s method 1 = ugp — J (un) L(uk)  ups1 = uk — (B (ug)) " B (ug)

We use the term gradient descent for B = «l since it matches the classical method
when £ = E’. The choice B = A~1, for a fixed SPD operator A, can be viewed as gra-
dient descent in the metric defined by A. This reduces the condition number and improves
the convergence. For nonlinear problems, a better metric should reflect the local behav-
ior of the function. Newton’s method uses B = .J(uy), which incorporates such local
information through the Jacobian.

We write derivatives and equations in the calculus style. A more rigorous formulation uses the
calculus of variations. Given the current approximation uy, we perturb it as ux + e, where
¢ € Rand e € H}, and take the derivative with respect to e:

diz-: L(uy + €e) T L' (ux) e.
The residual equation E’(uk)e = 7, posed in V', is understood in the weak sense:

Q) (L' (ur)e, ) = (re,¢)  VpeV.

Note that even if u has a nonzero Dirichlet boundary condition, the correction e in
the residual equation must vanish on the Dirichlet boundary. From the viewpoint of the
calculus of variations, the perturbation uj + e must satisfy the boundary condition for
every €, hence e must be zero on the Dirichlet boundary. Thus the residual equation is
posed only on the free nodes, and the linear algebraic system is solved for those nodes.

The boundary condition of « is included when computing the residual £ (). For exam-
ple, let A be the full stiffness matrix and u the vector of nodal values. Then the operation
(Axu) (freeNode) carries the contribution from the boundary nodes to the interior.

A common splitting method writes the equation as £(u) = Mu + N(u) and updates
Uk+1 DY

Muk+1 = — N(uk)

This follows from the fixed point iteration, where M is treated as a linear operator and
N (u) accounts for the nonlinear part.
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1.2. Nonlinear Elliptic Equations. We focus on the finite element discretization of semi-
linear elliptic equations of the form: find u € H}(€2) such that

“) —Au = f(z,u) in H71(Q).

In most places we drop the dependence on z in f to emphasize the nonlinearity in u.
Let A : H}(Q) — H~'(Q) be the elliptic operator defined by Au = —Auw, and set
|lv]|4 = (Av,v). Then (4) can be written as

L(u) == Au — f(u) = 0.

The presence of the Laplacian introduces additional structure, especially the separation
of scales among H{, L?, and H~*, and gives a natural splitting M = A and N(u) =
—f(w).

Let V), C H}(Q) be a linear finite element space associated with a quasi-uniform mesh
Tr. The nonlinear Galerkin method seeks uj, € V), such that

(5) Aup = f(up)  inVy.

We are interested in iterative methods to compute u;, or an accurate approximation of it.
We drop the subscript h when the mesh size does not affect the discussion.
We assume f is sufficiently smooth; for example, f is Lipschitz with respect to u:

1f(w) = f()ll-1 < Llu = v

We also assume the existence and local uniqueness of the solution to (4). It is known (see
[14] and the references therein) that, if & is small enough, the discrete problem (5) has a
locally unique solution uy, that satisfies the error estimate

(6) lw—unllop +hlu—unlip, < B ulap, forall 2 < p < 0.
For £(u) = Au— f(u), the Jacobian is £'(ux) = A— f’(ux), and equation (3) becomes
(Ae,¢) + (f'(ur)e, @) = (re,¢)  VoeV.

In addition to the stiffness matrix, one must assemble a weighted mass matrix correspond-
ing to the weighted L? inner product (f’(ux)e, ¢), where the coefficient f’(uy) varies
over the domain. For linear finite elements, this can be approximated by the three—vertex
quadrature rule

3

[ otarde~ 53" g(a 7l

i=1
With this quadrature, the mass matrix becomes diagonal, M = diag(mq,...,my), a
procedure known as mass lumping. Taking ¢ = ¢;, the basis function associated with
vertex 7, we obtain at each vertex

N
) Zaijej + m; f’(uk)iei = My Tk-
J=1

For two—dimensional uniform grids with Dirichlet boundary conditions, m; = h? and (7)
can be interpreted as a rescaled finite difference discretization of the Jacobian equation at
each vertex.

Algorithm 1.1 (Fixed point / Picard iteration). We choose B = A~ and solve
(8) AU}H—l = f(uk)
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If the sequence {uy, } converges, the limit is the solution «. From

lu = urqa s = [1f(u) = flur)ll-1 < Lllu — uglla,
the iteration converges when L < 1, which restricts its applicability.

Algorithm 1.2 (Gradient flow). We choose B = ol and update

(9) Uk4+1 = Uk +« (f(uk) — Auk)

This iteration can be viewed as the forward Euler method applied to the nonlinear par-
abolic equation

(10) ug + Au = f(u),

and seeks its steady state.

Each iteration of (11) is cheap since it only requires applying A rather than A~!. How-
ever, the method is not recommended for large problems because the step size o must be
small (of order h? even for the linear case). As a result, many iterations are needed to reach
the equilibrium, and the total cost becomes large.

More accurate or stable time-stepping methods, such as Runge—Kutta schemes or im-
plicit integrators, may be used to solve (10) with larger time steps. For example, an
implicit-explicit (IMEX) discretization of (10) is

(A1) wppr = up + o (flur) — Auggr),  wrgr = (I + ad) " (ug + af (ug)).

Since we are interested in the equilibrium rather than the full trajectory, one may also
rescale the pseudo-time variable or modify the underlying PDE to speed up convergence.
These ideas will be discussed in a later lecture note.

Algorithm 1.3 (Gradient flow in the H ~! inner product). We choose B = aA~!
(12) U1 = wp, + AT (f(ug) — Aug) = (1 — @) up + a A7 fuy).
This iteration can be interpreted as a gradient flow
uy = f(u) — Au,

but posed in the H ! inner product, represented by A~'. The second expression in (12)
shows that it is also a relaxed fixed point method: a weighted average between the current
iterate and the Picard update A~ f (uy).

Exercise 1.4. Write the error equation and determine a range of «a such that the iteration
(12) is a contraction. Conclude that for such «, the true solution u is a fixed point of (12).

2. NEWTON-TYPE METHODS

In this section, we consider Newton’s method and its variants for solving nonlinear
elliptic equation. The Newton’s method is also refereed as Newton-Raphson method; see
[1] on ‘who is Raphson’?

Algorithm 2.1 (Newton’s method). We choose B = Jy, := A — f'(uy) and update

Uk+1 = U + Jk_l(f(uk) — Auk)
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2.1. Convergence analysis. We first analyze the convergence of Newton’s method for
the nonlinear elliptic equation. At iteration k, Newton’s method computes uy1 from the
linear approximation of £(u) = 0 at uy:

L(ug) + L' (ur) (upg1 — ug) = 0.

For L(u) = Au— f(u), we write the Newton update and the Taylor expansion of the exact
solution u:

Auwgyr = f(up) + f(wn) (whs1 — up),
Au= f(ug) + f'(ur)(u—ug) + 3 £7(6) (u — up)?,
where £ = tuy, + (1 — t)u for some ¢ € (0,1). Subtracting the two equalities gives
T(u = upi1) = 5 7(€) (u —ug)?,

where J, = A — f/(uy). Assume Ji, : H}(Q) — H~1(Q) is an isomorphism and f” is
uniformly bounded. Then

[ = wpgalls < Cr ll(w— ug)?|| 1.

Notice that ||(u — ug)?|| # ||lu — ugl|?>. We estimate its H ! norm using Holder’s
inequality and the Sobolev embedding H!(Q) — L5(Q) for d < 3:

|((u = ur)?,0)| < [[(w— ur)?|| pors

Hence

vlize = llu = url|Frass vllze S llu = urlFlv]s-

(= k)| -1 S flu— g3,
and therefore
(13) = walls < C llu— ug|3 < C2FFD ||y — | 7Y,

These estimates reflect the scaling between Sobolev spaces and do not appear in the stan-
dard convergence analysis for Newton’s method in optimization methods.

Thus, if the initial guess is sufficiently close to the true solution u, Newton’s method
converges quadratically. If the initial error is not small, the method may diverge. For exam-
ple, with C' = 10 and ||u — ug||; = 0.1, the bound (13) is always 0.1; small perturbations
around this threshold can lead either to rapid convergence or divergence.

Theorem 2.2 (Local quadratic convergence of Newton’s method). Ler u solve Au = f(u).
Assume:
(1) Jp = A — f'(ug) is uniformly elliptic for all iterates in a neighborhood of u;
(2) [ is Lipschitz (equivalently " is uniformly bounded).
Then there exists § > 0 such that if ||ug — u||1 < 9§, Newton’s method is well-defined and
satisfies
u—upsalli < Cllu—uglf.

Hence the convergence is quadratic.

The assumption that the initial guess is sufficiently close to « is essential. This is usually
referred to as local quadratic convergence. For a general formulation and proof, see the
classical Kantorovich theorem [6].

The limitations of Newton’s method include:

(1) It requires a good initial guess and is sensitive to the choice of the starting point.

(2) Each iteration involves solving a large linear system, which is expensive.

(3) It needs explicit information about the Jacobian matrix, so the method is not easily
transferable across different problems.
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(4) It requires sufficient smoothness of the nonlinear term; if the nonlinearity is not
smooth, the Newton step may be large or unstable.

To address some of these difficulties, we consider the following variants of Newton’s
method:

(1) Damped Newton: enforce a decrease of the residual at each step.
(2) Inexact Newton: solve the Jacobian system only approximately.
(3) Jacobian-free Newton: approximate the Jacobian numerically.

The semi-smooth Newton method (SSN) for non-smooth problems is not included here, as
it requires subdifferential operators and would need a more extensive introduction.

2.2. Damped Newton’s method. In Newton’s method, the update can be too large in the
search direction e; see the figure below for a simple example. To control the step, we
introduce a step size o and enforce a decrease of the residual in a chosen norm. The
optimal o may be found by a line search. Here we adopt a simple bisection strategy, taking
a =1,0.5,0.25, .. .. For more advanced line search techniques, we refer to [5, 10].

Algorithm: u = update(ugg, €)
a=1; ro1a = ||[L(Uora)l[; ¥ =7ro1a + 15 k= 1;
while » > rgq and k < maxIt do

U = Ugld + €,

r=[IL(u);

a=a/2;

k=k+1;
end

Algorithm 1: Damped Newton Update

2.3. Inexact Newton’s method. In each step of Newton’s method, the most time con-
suming part is solving the Jacobian equation Je = r. Since J is elliptic, the most efficient
approach is to use iterative solvers with multilevel preconditioners. We refer to this solver
as the inner iteration, and we allow a dynamic tolerance that changes with each outer
Newton step.

Algorithm: ¢ = inexact(J, r, B, 0)
e =0; rip =13
while ||, || > 07| do
et =e'~! + Br;
Pin =1 — Je';
end
Algorithm 2: Inner iteration of inexact Newton method

In the inner iteration, the Jacobian equation is solved only approximately by an operator
B, with the iteration stopped once a prescribed tolerance is reached. This tolerance may
depend on the progress of the outer Newton iteration through a parameter . During the
early Newton steps, there is no benefit in solving the Jacobian equation to high accuracy,
and a practical choice is to use a decreasing sequence such as § = 1072,1073,...,107¢
until the smallest tolerance is reached. We refer to [6] for a detailed discussion.
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2.4. Jacobian-free Newton method. In Krylov methods for linear systems, the Jacobian
matrix does not need to be formed explicitly; only the action Jv on a given vector v is
required. A first—order finite difference approximation gives

_Lutev)—L(u) o — flu+ev) — f(u)

€ €

Juv

The truncation error is O(e). The choice of € is sensitive to the scaling of « and v: if €
is too large, the derivative approximation is poor; if it is too small, the finite difference is
affected by floating—point roundoff, since we divide by a small number. A practical choice

1S
N

1
€ = /€mach | ——— u;|+ 1],
VEmact (anzz 2 fud )

where €,.cn 1S the machine roundoff. See [7] for further discussion. We summarize these
variants in the following algorithm. For Jacobian—free Newton, replace the matrix J by a
subroutine J (u, v) that evaluates the finite difference approximation of Juv.

Algorithm: u = NewtonMethod(ug, tol)
u = uo;ro = f(uo) — Auo; 1 = ro;
while ||7||/||ro]| > tol do

r= f(u) — Au;
J=Au— f'(u);
e = inexact(J,r, B, 0);
Uy = u;
u = update(ug, e);
0 = 0/10;

end

3. TWO-GRID METHODS

The two—grid method of Xu [14] computes a coarse approximation, where the nonlin-
earity is resolved, and uses it as the initial guess on the fine grid, where only one linear
iteration is needed because of scale separation. We follow [14] and refer to [9, 12, 13] for
further applications.

Let V}, and Vg be finite element spaces on quasi-uniform meshes 7, and Ty with
H > h. Assume we have computed uy € Vg from

(14) Aug = f(ug) inVjy

by a coarse nonlinear solve (for example, gradient flow or Newton). The space Vi can be
chosen small, so the cost of computing wy is negligible.
The fine-grid solution uy, € Vp,, which satisfies

(15) Aup = f(up) V.
The coarse and fine solutions satisfy the estimates in (6). In particular,
(16) lu—unll, S Hullzp,  llu—unlli S hllullz.

We then seek an approximation u € V), which is differrent with w;, but still have the
optimal first order approximation.
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3.1. Coarse-Grid and Fixed point iteration. We first analyze a simple two—grid strategy
in which the nonlinear problem is solved only on the coarse grid and the fine—grid solution
is obtained by a single fixed point update.

Algorithm 3.1 (Coarse-Grid + One Fixed Point Iteration). Compute u" € V), such that
(17) Aul = f(ug) inVy,.

We present the error estimate below. The key point is that the fine—grid error is measured
in the H'-norm, whereas the perturbation induced by the coarse—grid approximation is
measured in the L2—norm, which is of one order higher.

Theorem 3.2 (Coarse—Grid + One Fixed Point Iteration). Let uy solve (14) and uy, solve
(15), and u" is obtained by (17). Assume f is Lipschitz continuous with respect to u in the
L?—norm. Then

< h+H2

~

N HQ’ ”u_uhHl

~

lup, = w1y
Proof. Subtracting (17) from the fine—grid equation Auj, = f(uy) gives the error equation
(18) A(up —ul) = flup) — f(ug) inVy,.
By ellipticity of A and the Lipschitz continuity of f,

lur, = u"lly S I f(un) = flum)l-1 < LlJun — ug].

Using the nonlinear Galerkin estimate (6),

= wr || < flu—un|l + [lu — unll < H?,
which proves

lun, ="y < H.

Finally, the triangle inequality gives
Mly < h+ H?.

~

lu ="l < Jlu—unlly + lun —u
(]

Hence, to achieve an optimal H '—error on the fine grid, it suffices to select H = h'/2,
which is much larger than /. For instance, in two dimensions, if h = 2710, then dim V), ~
220 ~ 109, whereas H = 27° yields dim Vg ~ 2'9 = 103. Thus the nonlinear iterations
are carried out on a space that is orders of magnitude smaller.

3.2. Coarse-grid and Newton’s iteration. Using Newton’s method on the fine grid yields
a sharper correction than the fixed point update.

Algorithm 3.3 (Coarse-Grid + One Newton iteration). Compute " € V), from
(19) Jug)e” = fluy) — Aug ~ inV},

and set

uh :uH—f—eh.

Because of the quadratic convergence of Newton’s method, the error ratio improves to
h+ H*.

Theorem 3.4 (Coarse-Grid + One Newton iteration). Let u g solve (14), let uy, solve (15),
and let u"* be obtained by Algorithm 3.3. Assume J(up) is elliptic and f" is uniformly
bounded. Then

lup, — "Iy S HY,  lu—u"s S A+ HY
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Proof. We compare the linearization at u g with the Taylor expansion of u;,. The Newton
correction satisfies

Au = flug) + f'(um) (" = un),
while Taylor expansion of f at uy gives

Aup, = flum) + f(wm) (un — i) + 5 7€) (un, —um)?,
where £ lies on the segment between uy and uy. Subtracting yields

(20) J(up)(up —u") = 3£7(€) (up —ug)®  in V.

Since J(ug) : H}(Q) — H~1(Q) is an isomorphism and f” is uniformly bounded, the
same argument used in the convergence analysis of Newton’s method and the estimate (16)
gives

lun = w1y < Cll(un —un)*l-1 S lun = unllfaes < H
Using the triangle inequality and (16),

lu ="l < flu—wnly+ lun —u"s < b+ H

O

In two dimensions, if A = 2719, then dimV,, ~ 229 ~ 10%, while choosing H =
h/* = 275 gives dim Vy; ~ 25 = 32. Thus the cost of nonlinear iterations is negligible,
yet one Newton correction still achieves optimal accuracy on the fine grid.

The main constraint of the two—grid approach is that the coarse grid must capture the
essential nonlinearity so that the error estimate (16) remains valid. Hence H cannot be too
large. If the coarse problem is chosen overly coarse, the nonlinear features of the solution
are not resolved and the fine-grid correction deteriorates.

4. FAS: NONLINEAR MULTIGRID

In this section we introduce the nonlinear multigrid method FAS developed by Brandt
[2] for solving the nonlinear equation

L(u) =0, u€V.

Since the iteration is defined on a fixed space, we will skip the subscript h. Recall that the
success of multigrid methods relies on two ingredients:

o High-frequency errors are efficiently damped by smoothers.
e Low-frequency errors can be approximated well on a coarse grid.

We first introduce an effective smoother for nonlinear problems: the nonlinear Gauss—Seidel
iteration, and then discuss the most subtle part of the nonlinear multigrid method—the per-
turbed coarse-grid equation used to construct the coarse-grid correction.

4.1. Smoother: Nonlinear Gauss-Seidel Iteration. Recall that the Gauss—Seidel itera-
tion for a linear equation Au = b can be interpreted as a subspace correction method based
on the canonical decomposition V = Zf\;l span{¢; }. That is, we solve the original equa-
tion only in the one—dimensional subspace spanned by a basis function V; = span{¢;}.

For nonlinear problems, suppose v is the current approximation. We seek a correction
in the subspace V; only, that is, we solve the nonlinear one—dimensional problem: find
a € R such that

1) L(v+ ag;) = 0.

One nonlinear Gauss—Seidel (NGS) sweep loops over all degrees of freedom,7 = 1,..., NV,
and solves IV such one—dimensional nonlinear problems.
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When the nonlinear equation £(u) = 0 is the first order optimality condition of an
optimization problem min,, FE(u), the one~dimensional problem (21) in V; is equivalent
to restricting the optimization to this subspace,

(22) min E(v+v;) = min E(v + ag;).

viEV; a€cR
From the viewpoint of space decomposition, V; can be any low—dimensional subspace, not
necessarily one dimensional.

The nonlinear problem (21) is solved by Newton’s method. Given the current approxi-
mation o, one Newton step follows from the linearization at ay:

(23) L(v + ardi) + L'(v + ardi) eadi = 0.
The corresponding weak form is
24) (L' (v + andi) eadis ¢1) = —(L(v + axdi), 61),

and we update a1 = ai + e,. The residual and Jacobian must be updated when moving
from ¢ to ¢ 4 1, but this update is local and inexpensive in standard finite element or finite
difference settings.

4.2. Coarse grid problem. Given the current approximation v, we solve a coarse problem
to obtain a new approximation w. Introduce a coarse space Vg C V. Denote by I
the inclusion (prolongation) from Vy to V. Its transpose is the restriction Qg = I}, :
V' — V}i, which restricts the residual to the coarse space, 1y = Qgr. Introduce a
projection Zpy : V — Vg, typically the nodal interpolation, and set vy = Zgv as the
coarse approximation of v.

In the optimization setting (22), where L(v) = E’(v), the residual is r = —E’(v) and
rg = Qg is its coarse projection. We consider the 7-perturbed nonlinear coarse problem:
find ugy € Vg such that

(25) E}I(UH)ZTH, THZE}I(UH)—I—TH.
Equivalently,

Join By (w) — (w, 7a).

For a general nonlinear operator, the corresponding coarse problem is
(26) ,CH(UH) =TH, TH :ﬁH(IHU) —QHE(’U).
Once u g is computed, the coarse correction and the fine-grid update are

ey =uyg — vy, u=v+ Igeq.

V——mmmmm™> U
(&

Iy Iy
€H

Vg —— > UHg

This approach is called the full approximation scheme (FAS) because the coarse prob-
lem solves for the full approximation uy; rather than for a correction.
We present several remarks.
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Remark 4.1. We compare the two—grid method and emphasize the role of solving the
perturbed coarse equation L (uy) = 7g. If instead one solves Ly (ugy) = 0 and uses
wg as an initial guess on the fine grid, the method reduces to the two—grid approach in
Section 3, which requires the coarse approximation to satisfy ||u—wug| < H2. In contrast,
FAS is an iterative method in which the coarse problem Ly (ugy) = 7g is solved at every
step (with updated residual), thereby ensuring that each coarse solve reflects the current
residual on the fine grid.

Remark 4.2. For an optimization problem, the coarse equation can be written as
Ey(un) — Ey(vn) = —ru,

which resembles a mirror descent method. Therefore the coarse-grid problem can be gen-

eralized to an approximated problem (not necessiarly on a coarse grid) when the geometric

mesh is not available. The approximated function E'z severes as a nonlinear preconditioner
and its derivative E; is called mirror map.

Remark 4.3. A Newton step on the coarse grid computes
V?Ey(ve) en = ru,
followed by the update
u=v+Igey =v—Ig (V*Ey(ve)) 'QuE (v).

In effect, the full Hessian V2E(v) in Newton’s method is replaced by the coarse Hessian
V2Ey (vy) ~ V2E(v). This reduces the cost of forming and inverting the Hessian while
retaining the main nonlinear structure.

Algorithm 4.4 (Two-Level Full Approximation Scheme (FAS)). u = FAS(v).
(1) Pre-smoothing: apply m steps of nonlinear Gauss—Seidel, v = NGS(v, m).
(2) Compute the residual: r = —L(v).

(3) Restrict to the coarse grid: rg = Qur and vy = Tyv.
(4) Solve the coarse problem:

EH(UH) = EH(UH) + 7.

(5) Compute the coarse correction: eg = ug — V.
(6) Prolongate and update:
u=v+Igeq.
(7) Post-smoothing: apply m steps of nonlinear Gauss—Seidel, u = NGS(u, m).

The nonlinear coarse-grid problem Ly (ug) = L (vi)+7m can be solved recursively,
which gives a standard V-cycle. In the nonlinear Gauss—Seidel smoother, there is no need
to solve each local nonlinear problem exactly; one gradient or Newton update is sufficient.
For convergence analysis of FAS in convex optimization, see [4].
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